
1. Pulmonary function data was collected on both smokers and non-smokers. The volume
of air expelled after one second of constant effort was recorded, and the individual's age was
also recorded. A model was fitted to the data using Volume as the response, and Age and
smoking category as predictors.  A smoking dummy variable iD  was created with non-
smoker=0 and smoker=1. 

              Consider the common-slope model: 
0i age i D i iY X Dβ β β ε= + + +  

The significant parameter estimates from the fitted model are: 

0β̂ =0.3673 

ˆ
ageβ =0.2306

ˆ
Dβ =-0.2090

(a) What is the fitted model for smokers? (provide it using the values above)

(b) What is the fitted model for non-smokers?

(c) Based on the estimated coefficients, does it look like smokers or non-smokers have a
higher expelled volume at every age? On what did you base your decision?

(d) The individuals in this study ranged in age from 6-22 years old. Does the volume of
expelled air go up or down as one gets older for this age group? On what did you base
your decision?

2. For this problem we will use the “Forbes 500” data set found at the datasets in the icon.
Our response is log (Sales), our quantitative predictor is log (Assets), and our categorical 
predictor is “sector”. (See info on the data set in the icon). 

(a) Plot log(Sales) vs. log(Assets) and label the points by sector using the following code.
Provide the plot in your homework.
> plot(log(Assets),log(Sales), pch=as.numeric(sector), col=as.numeric(sector))
> legend(5.5, 11, levels(sector), pch=1:8, col=1:8)

(b) PARTIAL F-TEST (FOR INTERACTION):  Test to see if we need to include interaction
in our model by completing i, ii, and iii below:

i) Fit the interaction model that allows for separately fit lines for each sector
( i.e. allows each sector to have a different slope and different intercept).

ii) Fit the additive model that includes only log(Assets) and “sector”
(i.e. a model with parallel lines for each sector).

iii) Use the anova() function with the information from i) and ii) above to perform
the partial F-test.



     Provide the output from the anova() command and give your conclusion to the test.      

(c) PARTIAL F-TEST (FOR SECTOR): Assuming you found that the interaction terms
were not needed in your model, test to see if we need to include “sector” in our model by
completing i, ii, and iii below:

i. Fit the additive model that includes only log(Assets) and `sector'
(i.e. a model with parallel lines for each sector).

ii. Fit the simple linear regression model that only includes log(Assets) as a predictor.

iii. Use the anova() function with the information from i and ii above to perform the
partial F-test.

   Provide the output from the anova() command and give your conclusion to the test. 

(d) Use the following command to see how R has coded the dummy regression variables.
Provide the output and state which sector is consider the baseline group.
> contrasts(sector)

(e) Plot the scatterplot again, and this time, add the fitted line for two groups:
i. The baseline group
ii. The “Retail” group
Provide the scatterplot with the two fitted lines:
>plot(log(Assets),log(Sales),pch=as.numeric(sector),col=as.numeric(sector))
>legend(5.5,11,levels(sector),pch=1:8,col=1:8)
>abline(intercept of baseline, slope of baseline, col=4)
>abline(intercept of Retail, slope of Retail, col=1)
( Find the intercepts and slopes for baseline and retail groups )

(e) Use the lattice library and the xyplot() function to plot the relationship of log(Sales) vs.
log(Assets) for each sector. Provide the plot.

> library(lattice)
> xyplot(log(Sales)~log(Assets)|as.factor(sector))

        Based on these plots, which sector (there's only one) do you think is the one containing a    
   few outliers from our fitted model? 



3. Using the Angell dataset in the car library, perform a one-way ANOVA of geographic
mobility using region as the predictor (and complete the steps below).

(a) Is this a balanced or unbalanced one-way ANOVA? Give answer and provide numerical
output.

> table(region)

(b) Provide the means of the 4 groups, and the parallel boxplots of mobility by region.
> tapply(mobility,region,mean)

(c) Perform Levene's test for constant variance.
> leveneTest(mobility,region)
Comment on the conclusion of this test and relate it to the boxplot in part (b).

(d) For one-way ANOVA, we have mentioned the cell means model and main effects model.
I want you to confirm that identical sums of squares are produced by this following two
computational methods according to two models. For each, provide the coding you used and
the RegSS and the RSS.

(i) USING mα  = 0 CONSTRAINT: 
     Set Eastα = 0 (note that this is the default coding chosen by R for the region factor). Fit the 1-     
     way ANOVA model and provide the RegSS and RSS. 

(ii) USING sum-to-zero CONSTRAINT:
     Set 4 1 2 3( )α α α α= − + +  by creating your own dummy deviation regressors (there will be 
     three of these). You'll use -1, 0, and 1 in your coding. Let 4 Southα α= , (for example) 

> dummy1=rep(0, nrow(Angell))
> dummy1[region="E"]=1
> dummy1[region="S"]=-1

     ….. 
    Fit the 1-way ANOVA model and provide the RegSS and RSS. 

(e) Test the significance of region in the 1-way ANOVA model. Provide the mathematical
notation for the null hypothesis and provide the conclusion to the test.

(f) Using the following code, we can see the results from a few of the possible pairwise
comparisons of the regions. Which pairwise comparisons are provided in this summary
output?
>lm.out=lm(mobility ~ region)
>summary(lm.out)

(g) Perform all pairwise comparisons using the Bonferroni multiple testing adjustment.
Provide your output. State which regions are statistically significantly different from each
other at the α= 0:05 level.
> pairwise.t.test(mobility,region,p.adjust="bon")




