
Applied Linear Regression

Coverage: Multicollinearity, Model selection.

Consider the “Bfox” data set in car library, which contains time series data on Canadian women’s 
labor-force participation in the first three decades of the postwar period.

The researchers were expecting: women’s earnings (womwage), consumer debt (debt), and the avail-

ability of part-time work (parttime) to affect women’s labor-force participation (partic) positively; 
while fertility (tfr) and men’s earnings (menwage) to have negative effects.

Because all of the series, including that for the dependent variable, manifest strong linear trends over 
the 20-year period of the study, we want to account for a linear time effect. Thus, we create our own 
time variable for inclusion into the model using the row names of the data which are the years:

> attach(Bfox)

> time = as.numeric(rownames(Bfox))

> Bfox.new = cbind(Bfox, time)

> names(Bfox.new)

[1] "partic" "tfr" "menwage" "womwage" "debt" "parttime" "time"

1. (a) Fit the multiple regression model for predicting women’s labor participation (partic) from

all the other variables.

Based on the signs of the regression coefficient estimates, the effect of which predictor is

not consistent with what the researchers were expecting?

Are there any partial regression coefficients that are insignificant? List them.

## when regressing one response variable on all the other variables as main

## effects (i.e. no interactions), you can use the following short-cut code

> lm.out = lm(partic ~ ., data = Bfox.new)

(b) Check pairwise correlations and plot the scatterplot matrix.

Are some of the correlations very high?

> round(cor(Bfox.new), 4)

> plot(Bfox.new, pch=16)

(c) Compute the Variance Inflation Factors for the predictors in this model.

Do you have a concern? Briefly explain.

> vif(lm.out)

(d) Calculate the VIF for menwage based on the R2 from the following regression

> R2.menwage = summary( lm(menwage ~ tfr + womwage + debt + parttime + time,

data=Bfox.new) )$r.squared

> R2.menwage
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2. (a) For the above multiple regression model (lm.out), use AIC in a backward stepwise method

to select an “optimal” model.

Provide a list of the predictors that were removed in the order from first to last.

Provide a list of predictors that remain in the final chosen model.

> model.selection = step(lm.out)

(b) Fit the model chosen by AIC.

Are the partial regression coefficients significant?

(c) Compare AIC values between the original model (lm.out) and the AIC-chosen model.

Which model is better according to AIC?

## check the AIC value of the original model

> AIC(lm.out)

(d) Compare adjusted R2 between the original model (lm.out) and the AIC-chosen model.

Which model is better according to adjusted R2?

(e) For this AIC-chosen model, is there still a concern of multicollinearity? Compute VIF’s

and explain.

(f) Use BIC in the model selection procedure to choose an “optimal” model.

Give a list of the predictors that were removed in the order from first to last.

Is the final model preferred by BIC the same as the one chosen by AIC?

> model.selection.BIC = step(lm.out, k=log(30))

(g) Compare BIC values between the original model (lm.out) and the BIC-chosen model.

Which model is better according to BIC?

## check the BIC of the original model

> BIC(lm.out)

## alternatively

> AIC(lm.out, k=log(30))

3. (a) Regress partic on debt, parttime, and their interaction debt:parttime. Compute the VIF’s

and explain if there is a concern of multicollinearity.

> fit1 = lm(partic ~ debt + parttime + debt:parttime)

(b) Regress partic on centered debt, centered parttime, and the interaction of the two centered

predictors. Compute the VIF’s and explain if there is a concern of multicollinearity.

## center debt

> c.debt = debt - mean(debt)
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